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T0 T1 T2 ...Tn-1 TnFig. 1. Policy rollout. We train a rotation-aware point-cloud encoder that enables direct RL policy learning from observed and goal point clouds, rotating
the object toward the target geometry without object pose, relative pose, dense flow, or teacher-action supervision.

Abstract— Point-cloud goals provide a direct way to specify
dexterous in-hand reorientation: instead of defining an object-
specific pose frame or estimating 6D pose at test time, the
policy is given the desired 3D geometry of the object. Yet raw
point-cloud goal conditioning is poorly conditioned for policy
learning. Current and goal clouds are unordered, independently
sampled, and often visibility-dependent, so their discrepancy
entangles object rotation with permutation, resampling, and
unstable correspondence structure. For this reason, prior point-
cloud manipulation methods typically add structure outside
the representation itself, such as explicit pose or relative-
pose inputs, dense flow features, or distillation from privileged
teachers. We close this gap by learning a rotation-aware point-
cloud embedding whose Euclidean latent distance is calibrated
to the SO(3) geodesic error between object orientations. The
resulting representation turns current–goal comparison into
a smooth control signal, allowing a model-free RL policy to
act from current/goal point-cloud embeddings, proprioception,
and centroid metadata, without object pose, relative pose,
dense flow, or teacher-action supervision. In in-hand reori-
entation experiments, this interface matches privileged-state
and distillation-based baselines while avoiding brittle test-time
computation of structured pose or flow inputs. 1

Index Terms— Learning representations for robotic percep-
tion and control, Robotic Manipulation, In-hand Manipulation

I. INTRODUCTION

Point clouds are a natural goal representation for geometric
manipulation: they explicitly specify what the robot should
make the scene look like in 3D. For a task like in-hand
reorientation, this means the goal can be given by showing
the object in its desired orientation, rather than defining an
object-specific pose frame or requiring a 6D pose estimate
at policy inference. Our conjecture is that since point clouds
encode shape, pose, contact geometry, and spatial arrange-
ment, a policy should in principle be able to solve such tasks
by comparing the current point cloud to a goal point cloud
without any additional inputs. In practice, point-cloud goal

1Full Paper with appendix: https://arxiv.org/abs/2606.21788

conditioning is difficult because the current-goal comparison
is hard to make control-friendly in raw point-set space. In
this paper, we show that metric learning can embed point
clouds in a representation where this comparison becomes
feasible for dexterous control, without providing the policy
object pose, relative pose, dense flow, or distillation from a
privileged teacher.

The complexity of using point clouds comes from the rep-
resentation itself: they are unordered surface samples with no
persistent identity across observations. As a result, changes in
the observation are entangled with permutation, resampling,
visibility, and discontinuous nearest-neighbor assignments
making it. Prior work has made point-cloud goals usable by
adding structure outside the raw point-cloud representation.
Geometry-Dex [1] learn RL policies that use point-cloud
observations for object geometry, but supplies the policy
with explicit pose information for the reorientation objective.
Flow-based methods such as HACMan also learn RL policies
by providing structured current-goal features by specifying
how points should move from the current geometry toward
the target geometry [2]. These approaches are effective
but also presuppose that these structured quantities can be
computed and specified robustly. While recent methods such
as FoundationPose [3] have made substantial progress in 6D
object pose estimation, estimating pose reliably from visual
observations remains a challenging problem, as reflected
by benchmarks such as BOP [4]. Similarly, robust point-
cloud registration under partial observations and occlusion is
still difficult; for example, HACMan [2] identifies inaccurate
registration as one of its failure modes. Distillation provides
another form of scaffolding: [5], [6] first train a privileged
teacher and then train a point-cloud visual student to imitate
its actions. This approach works around the brittle pose
estimation/registration operation by directly learning on the
raw pointclouds by providing stable action supervision. But,
distillation can result in a learned representation that is
coupled to a particular embodiment and to the exploration
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or data collection policy that generated the dataset and
fundamentally depends on the availability of quality expert
supervision or trajectories labeled with robot actions.

Our goal is to remove this scaffolding and ask whether the
representation itself can make point-cloud goal conditioning
usable for standard policy learning. A generic point-cloud
encoder trained for reconstruction, shape, or identity may
preserve what object is present while failing to organize the
task-relevant state in a way that makes current-goal com-
parison useful for control. We propose that, given two point
clouds of the same object under different SO(3) transforms,
the difference in their latent representation should reflect
the difference in the transforms. To achieve this, we train
a point-cloud encoder with a metric-learning [7] objective
that calibrates latent distance to the task’s SO(3) geodesic
error. We then use embeddings of the current and goal point
clouds as the observation interface to solve the down-stream
task of in-hand reorientation using model-free RL without
using object pose, relative pose, dense flow, or teacher-action
supervision. We demonstrate that a model-free policy not
only learns stably from our representation, but also matches
the performance of a distillation baseline and out-performs
methods using privileged information like pose, and flow in a
deployment setting. This is a demanding test because model-
free RL must learn from reward rather than per-step target
actions. In contrast, a policy using a task-agnostic Point-
MAE encoder fine-tuned on the same YCB objects fails to
learn, suggesting that generic point-cloud features do not
provide the task-relevant signal needed for reorientation.

II. METHODOLOGY

A. Pose-Aware Encoder

We learn a PointNet++ [8] based point-cloud encoder,
ϕ, that maps each colored object cloud P ∈ RN×6 to a
compact embedding z = ϕ(P). The encoder is trained in
a Siamese style [9] to independently encode point clouds
as 128-dimensional embeddings whose Euclidean distance
matches the geodesic distance between object orientations.
Formally, for two clouds of the same object at orientations
q1 and q2, we regress the Euclidean latent distance to the
SO(3) geodesic rotation error,

Lmetric = E[(∥ϕ(P1)− ϕ(P2)∥2 − 2 arccos |⟨q1, q2⟩|)2] (1)

Thus nearby orientations are encouraged to have nearby em-
beddings and distant orientations to have distant embeddings.

We train the encoder on colored point clouds
(x, y, z, r, g, b) sampled from the textured mesh models
in the YCB dataset [10]. A single encoder is trained
across all objects rather than separately per instance. To
improve robustness to partial observations that arise in
the downstream in-hand reorientation task, training uses
an occlusion curriculum that progressively removes points
from the input clouds, exposing the model to increasingly
incomplete geometry. We then fine-tune the encoder on a
smaller IsaacLab dataset generated by rendering objects
with RGB-D cameras and back-projecting the depth images

into point clouds, producing hand-like occlusions that better
match the observations seen during policy learning.

For learning the reorientation policy, ϕ is frozen and
applied separately to the current and goal clouds.

B. In-hand reorientation

The downstream task of in-hand reorientation can be
formulated as a goal-augmented Markov decision process
M = ⟨S,A,G, p, r, ρ0, γ⟩. At the start of each episode, a
goal g ∈ G is sampled from a goal distribution p(g). In our
setting g ≡ qg ∈ SO(3). The environment is initialized by
sampling (s0, g) ∼ ρ0(·) and the agent interacts for T steps
by selecting actions at ∼ π(at | ot, g), inducing transitions
st+1 ∼ p(st+1 | st, at, g). The objective is to learn a policy
that maximizes the expected discounted return over goals

max
π

Eg∼p(g)

[
Eτ∼π,p

[ T−1∑
t=0

γt r(st, at, g)
]]
.

We use the standard IsaacLab [11] in-hand reorientation task
definition, with no task-specific modifications.

System: The robot is a simulated Shadow Hand [12] with
20 actuated joints manipulating a single rigid object in-hand.
The object is chosen from the YCB dataset [10]. The policy
outputs normalized joint commands mapped to joint position
targets.

Goals and progress metric: At the start of an episode
(and optionally upon success), we sample a goal orientation
qg ∈ SO(3). The task also defines a nominal in-hand
reference position pref to which the object should remain
close to encourage stable grasps and prevent drops. Progress
toward the goal is measured on SO(3) via the geodesic
rotation distance dR(q, qg) ∈ [0, π], implemented as the
angle of the relative quaternion q ⊗ q∗g . An episode is
considered successful when dR(qt, qg) < β.

Reward: The reward encourages minimizing in-hand po-
sition drift and reducing rotational error, with action regular-
ization and a success bonus:

r(st, at, g) = wp ∥pt − pref∥2 + wR
1

dR(qt, qg) + ϵ

+ wa ∥at∥22 +

{
b, if dR(qt, qg) < β

0, otherwise.

Episodes terminate early if the object moves too far from
pref (drop/out-of-reach), and otherwise time out after 600
environment steps. This count is reset upon a successful
reorientation. We set the maximum number of consecutive
goal successes to 5.

We solve the reorientation MDP using PPO [13] with an
asymmetric actor-critic architecture.

a) Observation Space: The actor network receives an
observation vector ot comprising:

• Learned embeddings: The current object embedding
zobj = ϕ(Pt) and the goal embedding zgoal = ϕ(Pgoal)
(128 dimensions each, 256 total).

• Proprioception: Joint positions, velocities, and hand-
relative fingertip poses (133 dimensions).



• Geometric metadata: The centroids of the current
and goal point clouds in the environment frame (6
dimensions total), providing explicit relative translation
information to supplement the rotation-focused embed-
dings.
b) Asymmetric Critic: To facilitate faster convergence,

we employ an asymmetric critic that has access to privileged
state information st, including the ground-truth object state
(pose, velocity), hand state, and physical contact forces.

III. RESULTS & EVALUATION

A. Policy Learning

First, we evaluate whether a policy using our learned
point-cloud representation can match policies that use more
structured object representations. We compare against base-
lines inspired by teacher-student distillation [5], [6] and per-
point dense flow [2]. Both baselines are implemented using
publicly available code.

All methods use the same IsaacLab environment with three
(128×128) RGB-D views. We back-project and segment the
views into a fused partial object cloud [14]; the goal cloud
is sampled from the canonical mesh at the target orientation.
Point jitter and shuffling augment the observations.

All policies receive proprioception and differ only in how
object and goal information are represented: our method
uses learned point-cloud embeddings, teacher baselines use
pose information from simulator state or FoundationPose [3],
the distilled student uses raw current/goal point clouds, and
flow baselines use dense displacement fields computed from
simulator state or registration using a standard Open3D
pipeline [15].

We train separate per-object policies for four YCB objects:
peach, pear, Rubik’s cube, and tuna can, using RSL-RL [16].
We report the number of successful reorientations and the
average number of timesteps required in 100 independent
trials. Table I presents the benchmark results. The policy
trained with our representation consistently succeeds, keep-
ing up with the distilled student, teacher, and flow baselines.
However, it takes the longer to achieve success as indicated
by the avg. timesteps column. During training, the first half
of each run is dominated by maximizing the number of
successes, after which the policy begins optimizing for speed.
Our training runs are capped at 108 environment interaction
steps. Training for longer lets the policy learn faster motions
even under our observations.

Furthermore, the significant gap between the privileged
and non-privileged variants of the estimator- and registration-
based baselines highlights the difficulty of recovering struc-
tured intermediate quantities in a deployment setting. As
stated earlier, our approach is motivated by this observation:
rather than imposing pose, registration, or dense correspon-
dence as intermediate structure, we learn a representation
in which current and goal point clouds can be compared
directly at the embedding level. Our policy and the distilled
operate using visual input directly letting them bypass the the
brittle upstream modules like pose estimator and pointcloud
registration.

B. Representation Diagnostics

We evaluate whether the learned embeddings preserve
rotation structure. We compare our encoder with Point-
MAE [17], fine-tuned on the same YCB objects; the Point-
MAE policy failed to learn.

Using pear as a representative object, we sweep rotations
about pairs of axes and measure distances between the result-
ing embeddings. Figure 3 shows that our encoder produces
a smoother, more structured distance landscape, qualitatively
matching the action-supervised student without using teacher
actions.

We also test whether the embedding geometry captures
rotation axes. Figure 5 shows that our encoder and the
student organize same-axis rotations more consistently than
Point-MAE, while separating rotations around different axes.
Finally, t-SNE visualizations in Figure 4 show that our
embeddings separate rotations by angle and axis, except
near zero rotation where the axes become indistinguishable.
These results indicate that generic point-cloud features do
not provide the structured signal needed for reorientation.

(a) Ours

(b) PointMAE

(c) Distilled Student
Fig. 3. Latent embedding distance as a function of simultaneous rotations
around pairs of axes (X-Y, Y-Z, Z-X). Surfaces show how the encoders
respond to 3D rotations of pear point clouds from 0° to 180°. Color scale:
blue (low distance) to red (high distance).

Fig. 4. Pear t-SNE.



(a) Encoder Architecture

(b) Encoder Training (c) Policy Learning

Fig. 2. Overview of the method. (a) Encoder architecture. (b) Encoder training uses paired rotations of the same object and regresses ∥zi − zj∥2 to the
SO(3) geodesic distance dSO(3)(Ri, Rj). (c) Policy learning freezes the encoder and feeds current/goal embeddings, centroids, and proprioception to an
actor–critic trained with PPO (LCLIP ,LV F ,LENT ).

TABLE I
BENCHMARK RESULTS. NUMBER OF SUCCESSFUL REORIENTATIONS OVER 100 EVALUATION TRIALS AND AVERAGE TIMESTEPS TO REORIENT. EACH

TRIAL CONSISTS OF ONE RANDOMLY SAMPLED TARGET ORIENTATION.

Object Method

Ours Teacher
(sim state)

Teacher
(estimator)

Distilled
Student

Flow
(sim state)

Flow
(registration)

successes Avg.
timesteps successes Avg.

timesteps successes Avg.
timesteps successes Avg.

timesteps successes Avg.
timesteps successes Avg.

timesteps
Peach 100 85.29 100 25.40 53 598.8 100 50.32 100 69.65 37 930.11

Rubik’s Cube 100 71.39 100 40.21 33 1556.0 100 41.58 100 47.53 33 756.3
Pear 100 116.76 100 48.27 58 942.1 100 52.32 100 137.05 22 633.5

Tuna Can 100 154.05 100 92.36 48 1037.8 100 129.30 100 313.99 28 835.2

(a) Ours (b) PointMAE

(c) Distilled Student

Fig. 5. Cosine similarity between embedding deltas induced by rotations around different axes for pear.
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